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Book Proposition: 

 

Suggested Title: Trustworthy Machine Learning Algorithms 

Suggested subtitle: The theory, principles, and statistical methods 

 

Author: Kush R. Varshney 

Bio: 

Kush R. Varshney was born in Syracuse, NY in 1982. He received the B.S. degree (magna cum laude) in 

electrical and computer engineering with honors from Cornell University, Ithaca, NY, in 2004. He received the 

S.M. degree in 2006 and the Ph.D. degree in 2010, both in electrical engineering and computer science from the 

Massachusetts Institute of Technology (MIT), Cambridge.  While at MIT, he was a National Science Foundation 

Graduate Research Fellow. 

Dr. Varshney is a principal research staff member and manager with IBM Research at the Thomas J. Watson 

Research Center, Yorktown Heights, NY, where he leads the machine learning group in the Foundations of 

Trusted AI department.  He was a visiting scientist at IBM Research - Africa, Nairobi, Kenya in 2019.  He is the 

founding co-director of the IBM Science for Social Good initiative.  He applies data science and predictive 

analytics to human capital management, healthcare, olfaction, computational creativity, public affairs, 

international development, and algorithmic fairness, which has led to recognitions such as the 2013 Gerstner 

Award for Client Excellence for contributions to the WellPoint team and the Extraordinary IBM Research 

Technical Accomplishment for contributions to workforce innovation and enterprise transformation. He conducts 

academic research on the theory and methods of statistical signal processing and machine learning with a focus 

on trustworthy machine learning. His work has been recognized through best paper awards at the Fusion 2009, 

SOLI 2013, KDD 2014, and SDM 2015 conferences and the 2019 Computing Community Consortium / Schmidt 

Futures Computer Science for Social Good White Paper Competition. He is a senior member of the IEEE and a 

member of the Partnership on AI's Safety-Critical AI expert group.    

 

Book concept description: 

Decision making in high-stakes applications, such as educational assessment, credit, employment, healthcare, 

and criminal justice, is increasingly data-driven and supported by machine learning models. Machine learning 

models are also enabling critical cyber-physical systems such as self-driving automobiles and robotic surgery.  

Advancements in the field of machine learning over the last few years have been nothing short of amazing. 

Nonetheless, even as these technologies become increasingly integrated into our lives, journalists, activists, and 

academics uncover characteristics that erode the trustworthiness of these systems.  

For example, a machine learning model that supports judges in pretrial detention decisions was reported to be 

biased against black defendants. Similarly, a model supporting resume screening for employment at a large 

technology company was reported to be biased against women. Machine learning models for computer-aided 

diagnosis of disease from chest x-rays were shown to give importance to text contained in the image, rather than 

details of the patients' anatomy. Self-driving car fatalities have occurred in unusual confluences of conditions that 

the underlying machine learning algorithms had not been trained on. In short, while each day brings a new story 

of a machine learning algorithm achieving superhuman performance on some task, these marvelous results are 

only in the average case. The reliability, safety, security, and transparency required for us to trust these 

algorithms in all cases remains elusive. As a result, there is growing popular will to have more fairness, 

robustness, interpretability, and provenance in these systems. 

They say ``history doesn't repeat itself, but it often rhymes.'' We have actually seen the current state of affairs 

many times before with technologies that were new to their age. The 2016 book Weapons of Math Destruction by 

Cathy O'Neil catalogs numerous examples of machine learning algorithms gone amok. In the conclusion, O'Neil 

places her work in the tradition of Progressive Era muckrakers Upton Sinclair and Ida Tarbell. Sinclair's classic 

1906 book The Jungle tackled the processed food industry. It helped spur the passage of the Federal Meat 

Inspection Act and the Pure Food and Drug Act, which together regulated that all foods must be cleanly prepared 

and free from adulteration.  
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Henry J. Heinz was the progenitor of one of the largest food companies in the world today. In the 1870s, at a time 

when food companies were adulterating their products with wood fibers and other fillers, Heinz started selling 

horseradish, relishes, and sauces made of natural and organic ingredients. Heinz offered these products in 

transparent glass containers when others were using dark containers. His company innovated processes for 

sanitary food preparation and was the first to offer factory tours that were open to the public. The H. J. Heinz 

Company lobbied for the passage of the aforementioned Pure Food and Drug Act, which became the precursor 

to regulations for food labels and tamper-resistant packaging. These practices increased trust and adoption of 

the products. They provided Heinz a competitive advantage, but also advanced industry standards and benefited 

society. 

And now to the rhyme. What is the current state of machine learning and how do we make it more trustworthy? 

What are the analogs to natural ingredients, sanitary preparation, and tamper-resistant packages? What are 

machine learning's transparent containers, factory tours, and food labels? What is the role of machine 

learning in benefiting society? 

The aim of this book is to answer these questions and present a unified perspective on trustworthy machine 

learning.  There are several excellent books on machine learning in general from various perspectives.  There 

are also starting to be excellent texts on individual topics of trustworthy machine learning such as fairness and 

explainability. However, to the best of my knowledge, there is no single self-contained resource that defines 

trustworthy machine learning and teaches the reader about all the different aspects it entails. 

 

Audience: 

I aim to write the book I would like to read if I were an advanced technologist working in a high-stakes domain 
who does not shy away from some applied mathematics.  The contents do not assume previous study of 
machine learning but do rely on prior knowledge of mathematics at an undergraduate level. The goal is to 
develop a foundation that gives a practitioner the confidence and a starting point to dive deeper into the topics 
that are covered.   
 

What You Will Learn: 

• You will learn the important concepts in machine learning relevant for building trust when supporting 

decisions in high-stakes applications  

• You will understand what it means for machine learning to be trustworthy and how those concepts 

manifest in algorithms 

• You will learn the basic approaches for privacy, robustness to distribution shift, robustness to adversarial 

attacks, algorithmic fairness, interpretability and explainability, documentation and testing, value 

alignment, and AI for social good. It is the first book to present a unified view of trustworthy machine 

learning. 

• You will understand how these different topics and approaches come together 

• You will learn when and how to use different algorithms and approaches for building trustworthy ML 

 

Approach: 

The book will contain a mix of narrative and mathematics to elucidate the increasingly sociotechnical nature of 
machine learning and its interactions with society. This book will not contain software code examples. The aim is 
to focus on evergreen ideas, principles, and their manifestation in practice. 
 
The organization of the book follows the definition of trust given in the first chapter.  
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In considering the four attributes of trustworthiness from the table above in the machine learning context, we take 
Attribute 1 to be basic performance such as accuracy, Attribute 2 to include reliability, safety, security and 
fairness, Attribute 3 to consist of various aspects of human interaction with the machine learning system and its 
openness (including interpretability), and Attribute 4 to be the alignment of the machine learning system's 
purpose with a society's wants.  
 
We use the following working definition of trustworthy machine learning. A trustworthy machine learning system 
is one that has sufficient: 

• basic performance, 

• reliability, 

• human interaction, and 

• aligned purpose. 
 
 
Table of Contents (please describer each chapter, what you expect to be in each chapter, a couple of sentences 

saying what the content will be and what the reader will ultimately learn from it): 

 

 

 

0. Preface 

Briefly explains what this book is all about, how it came about, what is its purpose, how it will attempt to achieve 

it, what the reader can expect, what are its contents, and who can benefit the most from reading it.  

 

1. Introduction and Preliminaries – 55 Pages 

We will capture and explain the current excitement in artificial intelligence and machine learning and point out 

that adoption may be limited without trust in the technology for high-stakes application domains. We will formally 

define our notion of what it means for something to be trustworthy as a collection of four attributes (basic 

performance, reliability, human interaction, and aligned purpose), which correspond to parts 4-7 of the book. We 

will list out limitations in the scope of the book and in the author. We will work through the topics: uncertainty and 

representations of probability, the theory of optimal detection, and the basics of causality.    

 

1. Introduction (15 pages) (more narrative heavy) 

a. Age of Artificial Intelligence 

i. History and overview of artificial intelligence and machine learning 

ii. Applications of machine learning 

iii. Artificial intelligence as a general-purpose technology 

b. Defining Trust 

i. Four attributes of trust 
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ii. Trust in machine learning 

c. Organization of book recapitulates attributes of trust 

d. Limitations 

i. Technical limitations 

ii. Limitations of the authors 

2. Uncertainty (15 pages) (more math heavy) 

a. Aleatoric uncertainty and probability 

b. Conditional probability 

c. Directed probabilistic graphical models 

d. Epistemic uncertainty 

e. Imprecise probability 

2. Detection Theory (15 pages) (more math heavy) 

a. Basics 

b. Confusion matrix and costs 

c. Bayesian detection 

d. Receiver operating characteristic 

e. Robust detection 

f. Neyman-Pearson detection 

g. Information-theoretic concepts 

3. Causality (10 pages) (more math heavy) 

a. Basics 

b. Counterfactuals and confounding 

c. Causal graphs 

d. Do-calculus 

 
2. Trustworthy Data - 30 Pages  {Proposition - Exposition} 

Part 2 is on data, the prerequisite for doing machine learning.  In addition to providing a short description of 
different data modalities and sources, we focus on two topics relevant for the umbrella of trustworthy machine 
learning: biases, and privacy and consent. 

1. Modalities and Sources (5 pages) (mix of math and narrative) 
a. Modalities 
b. Administrative data 
c. Social data 
d. Crowdsourcing 
e. Data augmentation 

2. Biases (10 pages) (mix of math and narrative) 
a. Temporal biases 
b. Sampling bias 
c. Cognitive biases 
d. Poisoning 
e. Biases in data preparation 

3. Privacy and Consent (15 pages) (more math heavy) 
a. Statistical foundations of privacy 
b. Causal foundations of privacy 
c. Consent 

 
3. Credible Modeling - 75 Pages  

Part 3 teaches the first attribute of trustworthy machine learning: basic performance. It describes the risk 

minimization formulation of supervised machine learning. It goes on to describe several different learning 

algorithms such as decision trees and forests, perceptrons, logistic regression, support vector machines, and 

neural networks --- all progressing from the very simple decision stump.  Next, we discuss adversarial 

formulations to machine learning as a basic approach and its specialization to generative modeling.  Afterwards, 

we describe the concept of data augmentation. Finally, the part concludes with a description of methods for 

causal inference and causal discovery. 

1. Risk Minimization (10 pages) (more math heavy) 

a. Basic supervised machine learning setup 

b. Empirical risk minimization 

c. Structural risk minimization 

2. Decision Stumps and Their Generalizations (30 pages) (more math heavy) 

a. Decision stumps 
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b. Trees and forests 

c. Perceptrons 

d. Margin-based methods 

i. Logistic regression 

ii. Support vector machines 

e. Neural networks 

3. Adversarial and Game-Theoretic Learning (10 pages) (more math heavy) 

a. Basics 

b. Game-theoretic interpretation of boosting 

c. Generative adversarial networks 

4. Causal Modeling (25 pages) (more math heavy) 

a. Causal inference basics 

b. Individual treatment effect estimation 

c. Causal discovery 

 
4. Reliability and Safety - 80 Pages 

Part 4 is about the second attribute of trustworthy machine learning: safety, security, and reliability.  First, we 

show how epistemic uncertainty manifests in machine learning and use this as a guide to define safety in 

machine learning.  These main ideas are carried through in discussions of three specific topics: distribution 

shift, fairness, and adversarial robustness.  The descriptions of these topics not only define the problems, but 

also provide solutions for detecting and mitigating the problems. The part concludes with a discussion of testing 

in machine learning.  

1. Epistemic Uncertainty in Machine Learning (5 pages) (mix of math and narrative) 

a. Definition of safety 

b. Manifestations of epistemic uncertainty in machine learning 

2. Distribution Shift (15 pages) (more math heavy) 

a. Statistical foundations of distribution shift 

b. Causal foundations of distribution shift 

c. Domain adaptation 

d. Invariant risk minimization 

3. Fairness (25 pages) (more math heavy) 

a. Defining fairness/distributive justice 

b. Statistical foundations of fairness 

c. Causal foundations of fairness 

d. Bias mitigation algorithms 

i. Pre-processing 

ii. In-processing 

iii. Post-processing 

4. Adversarial Robustness (25 pages) (more math heavy) 

a. Statistical foundations of adversarial robustness 

b. Causal foundations of adversarial robustness 

c. Attacks 

d. Defenses 

5. Testing (10 pages) (mix of math and narrative) 

a. Testing workflow 

b. Testing components 

c. Testing properties 

 

5. Interaction with AI - 65 Pages 

Part 5 is about the third attribute: human interaction with machine learning systems in both directions --- 

understanding the system and giving it instruction. The part begins with interpretability and explainability of 

models. It moves onto methods for capturing and documenting aspects of machine learning algorithms that can 

then be transparently reported, e.g. through fact sheets about the system. The final topic of this part is on the 

machine eliciting the policies and values of people and society to inform its behavior. 

1. Interpretability and Explainability (35 pages) (more math heavy) 

a. Basics 
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b. Directly interpretable models 

i. Decision trees 

ii. Boolean rule sets 

iii. Generalized additive models 

c. Post hoc local explanations 

i. LIME 

ii. SHAP 

iii. Contrastive explanations method 

d. Post hoc global explanations 

i. Model distillation 

ii. Sratio 

e. Explaining quantities other than predictions 

2. Provenance and Transparency (15 pages) (mix of math and narrative) 

a. Blockchain 

b. Documentation 

i. FactSheets 

c. Open platforms 

3. Value Alignment (15 pages) (mix of math and narrative) 

a. Unified theory of trust 

b. Preference elicitation 

c. Specification gaming 

 

6. Purpose - 50 Pages 

Part 6 teaches the fourth attribute: what those values of people and society may be.  It begins with a discussion 

of the nefarious use of machine learning in disinformation and the unwanted implication of machine learning in 

creating filter bubbles. Next it describes different professional guidelines that codify desired values in, and 

applications of, machine learning and artificial intelligence. Finally we discuss how the inclusion of creators of 

machine learning systems with diverse lived experiences broadens the values, goals, and applications of 

machine learning, leading in some cases to the pursuit of social good through the technology. 

1. Disinformation and Filter Bubbles (10 pages) (mix of math and narrative) 

a. Deepfakes 

b. Filter bubbles and echo chambers 

2. Professional Codes and Ethics Guidelines (10 pages) (more narrative heavy) 

a. Landscape of codes and guidelines 

b. Ethicswashing 

c. From principles to practice 

3. Lived Experience (10 pages) (more narrative heavy) 

a. Diversity and problem specification 

b. Diversity and solution development 

4. Social Good (20 pages) (mix of math and narrative) 

a. Examples of machine learning for social good 

b. Common patterns in machine learning for social good 

c. Open platforms for greater impact 


