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1. Tell us about yourself.  

The author completed a doctorate in electrical engineering and computer 
science from a top institute in the field. His dissertation includes the 
proposal of a new kind of supervised machine learning method and a 
decision-theoretic model of human decision making that quantitatively  
predicts racial bias. He has been employed by an industrial research 
laboratory for ten years and conducted research on statistical signal 
processing, data mining, and machine learning with results published in 
various reputed workshops, conferences, journals, and magazines. Some 
of this research has been on interpretability, safety, fairness, 
transparency, value alignment, and social good in machine learning and 
artificial intelligence. He has been a part of teams that developed 
comprehensive open source toolkits and resources on fairness and 
explainability. He has worked on practical engagements of machine 
learning and data science in high-stakes applications. He has been an 
adjunct faculty member and guest lecturer in machine learning and data 
science courses. He has been on the organizing committees of workshops 
and conferences on topics within trustworthy machine learning.    

 
2. Tell us about the book.  

• Decision making in high-stakes applications, such as educational 
assessment, credit, employment, healthcare, and criminal justice, is 
increasingly data-driven and supported by machine learning models. 
Machine learning models are also enabling critical cyber-physical systems 
such as self-driving automobiles and robotic surgery.  
 
Advancements in the field of machine learning over the last few years 
have been nothing short of amazing. Nonetheless, even as these 
technologies become increasingly integrated into our lives, journalists, 
activists, and academics uncover characteristics that erode the 
trustworthiness of these systems. For example, a machine learning model 
that supports judges in pretrial detention decisions was reported to be 
biased against black defendants. Similarly, a model supporting resume 
screening for employment at a large technology company was reported to 
be biased against women. Machine learning models for computer-aided 
diagnosis of disease from chest x-rays were shown to give importance to 
text contained in the image, rather than details of the patients' anatomy. 
Self-driving car fatalities have occurred in unusual confluences of 
conditions that the underlying machine learning algorithms had not been 
trained on. In short, while each day brings a new story of a machine 
learning algorithm achieving superhuman performance on some task, 
these marvelous results are only in the average case. The reliability, 
safety, security, and transparency required for us to trust these algorithms 



in all cases remains elusive. As a result, there is growing popular will to 
have more fairness, robustness, interpretability, and provenance in these 
systems. 
 
They say “history doesn't repeat itself, but it often rhymes.” We have 
actually seen the current state of affairs many times before with 
technologies that were new to their age. The 2016 book Weapons of Math 
Destruction by Cathy O'Neil, catalogs numerous examples of machine 
learning algorithms gone amok. In the conclusion, O'Neil places her work 
in the tradition of Progressive Era muckrakers Upton Sinclair and Ida 
Tarbell. Sinclair's classic 1906 book The Jungle tackled the processed 
food industry. It helped spur the passage of the Federal Meat Inspection 
Act and the Pure Food and Drug Act, which together regulated that all 
foods must be cleanly prepared and free from adulteration.  
 
Henry J. Heinz was the progenitor of one of the largest food companies in 
the world today. In the 1870s, at a time when food companies were 
adulterating their products with wood fibers and other fillers, Heinz started 
selling horseradish, relishes, and sauces made of natural and organic 
ingredients. Heinz offered these products in transparent glass containers 
when others were using dark containers. His company innovated 
processes for sanitary food preparation and was the first to offer factory 
tours that were open to the public. The H. J. Heinz Company lobbied for 
the passage of the aforementioned Pure Food and Drug Act, which 
became the precursor to regulations for food labels and tamper-resistant 
packaging. These practices increased trust and adoption of the products. 
They provided Heinz a competitive advantage, but also advanced industry 
standards and benefited society. 
 
And now to the rhyme. What is the current state of machine learning and 
how do we make it more trustworthy? What are the analogs to natural 
ingredients, sanitary preparation, and tamper-resistant packages? What 
are machine learning's transparent containers, factory tours, and food 
labels? What is the role of machine learning in benefiting society? 
 
The aim of this book is to answer these questions and present a unified 
perspective on trustworthy machine learning.  There are several excellent 
books on machine learning in general from various perspectives.  There 
are also starting to be excellent texts on individual topics of trustworthy 
machine learning such as fairness and explainability. However, to the best 
of my knowledge, there is no single self-contained resource that defines 
trustworthy machine learning and takes the reader on a tour of the 
different aspects it entails. 
 

• The book will contain a mix of narrative and mathematics to elucidate the 
increasingly sociotechnical nature of machine learning and its interactions 



with society. It will be a tour of the different topics that are important in 
machine learning when applied to high-stakes applications. 

 
3. Please give us 5 or 6 representative tasks in the domain of your book. 
 

• Determine the role of machine learning in an application of high 
consequence or for the benefit of society. 

• Manage the risks of machine learning in a regulated industry. 

• Collect and label data for machine learning. 

• Choose components and methods for machine learning pipelines. 

• Develop safe, secure and robust machine learning applications. 

• Interpret results of testing machine learning models.  
 
 
4. The minimally-qualified reader (MQR) 
An advanced technologist working in a high-stakes domain who does not shy 
away from some applied mathematics.   
 
What is the primary job role of your readers?  
The minimally-qualified reader is a technologist, scientist or engineer working on 
a consequential application such as financial services, human resources, criminal 
justice, healthcare, etc. This person needs a conceptual understanding of what 
makes a machine learning pipeline safe, secure, robust, and comprehensible in 
order to then further go down in the weeds of implementation. 
 
What do you expect your MQR to already know before they start reading?  
We do not assume previous study of machine learning but do rely on prior 
knowledge of mathematics at the level of an undergraduate engineering degree. 
  

 
5. Q&A 

• How can I trust machine learning algorithms? 

• What causes bias and how can I overcome it? 

• How can I understand how a machine learning model makes its 
predictions? 
 

6. Tell us about the competition and the ecosystem. 
There are several excellent general machine learning books of various sorts 
(textbooks, how-to guides, and everything in-between), which do not cover most 
of the topics related to trustworthiness and only focus on considerations required 
for getting high accuracies (i.e. Part 4 of the book proposed herein).   
 
This will be the first unified treatment of trustworthy machine learning that covers 
the entire set of considerations: data, accuracy, robustness, fairness, 
explainability, transparency, value alignment, professional codes, lived 
experience, and social good.  There are starting to be a couple of books focused 



on specific topics among these, such as: 
 

Solon Barocas, Moritz Hardt, and Arvind Narayanan. Fairness and Machine 
Learning: Limitations and Opportunities. https://fairmlbook.org, 2020.   

 
Christoph Molnar. Interpretable Machine Learning: A Guide for Making 
Black Box Models Explainable. https://christophm.github.io/interpretable-ml-
book, 2019. 

 
but nothing is available that is comprehensive. 
 
Companies active in this space include large technology companies such as 
Microsoft, Google, and IBM, as well as small companies like CognitiveScale and 
Seldon.  Domain-specific organizations are also at the beginnings of their 
journeys in incorporating these topics into their workflows. 
 
 
7. Book size and illustrations 

• Estimated to be 350 pages 

• Estimated to have 25 diagrams 

• Estimated to have 0 code listings 
 
8. Contact information 

Formal Name: Kush Raj Varshney 
Name: Kush R. Varshney 
Mailing Address: 17-7 Steven Drive, Ossining, NY 10562 
Preferred email: krvarshn@us.ibm.com 
Preferred phone: 914-945-1628 
Skype: kush.varshney 
Website: http://krvarshney.github.io/ 
Twitter: @krvarshney 

 
9. Schedule 

• Most authors require 2-4 weeks to write each chapter. Please estimate your 
writing schedule 

 
Chapter 1: April 1, 2020 
1/3 manuscript: July 1, 2020 
2/3 manuscript: October 1, 2020 
3/3 manuscript: January 1, 2021 

 

• No critical deadlines 

https://fairmlbook.org/
https://christophm.github.io/interpretable-ml-book
https://christophm.github.io/interpretable-ml-book
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